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The hypothesis that drives most research in cognitive science is that the mind is a computer.  There are generally considered to be two types of computation: symbolic computation and connectionist computation. Symbolic computation is based on systems of rules for manipulating structures built up of tokens of different symbolic types. This type of computation is a direct outgrowth of mathematical logic. Connectionist computation is the spread of activation across interconnected networks of abstract processing units. These descriptions of computation constitute accounts of idealized mental and neuronal processes, respectively. Depending on the kind of computer the mind/brain is alleged to be, we will get different answers to the fundamental questions that arise from our two interpretations of computation. My purpose in this essay is to show that neither of these descriptions of computation is sufficient for best explaining how the mind/brain works. For that, an integrated approach is necessary.


I will begin by describing the computational abstractions that will serve the role of theoretical mental constructs, and the criteria for assessing their adequacy in meeting the needs of our cognitive theorizing. I will then show that symbolic computation alone is not sufficient to explain how the mind/brain works. Next, I will show that connectionist computation, although an improvement in some respects is also not, by itself, sufficient to explain how the mind/brain works. Finally, I will show that an integrated approach called an Integrated Connectionist/Symbolic Cognitive Architecture (Smolensky, 1995, p. 178), is a much better explanation of how the mind/brain works. I presuppose that the mind is a computer. Although I do not consider the question of whether the mind is a computer an interesting one, it just is based on the description(s) we give it, it is important to our research efforts to decide just what type(s) of computation is taking place, and at what level of description. I will also assume that connectionist computation is a form of computation. Many philosophers, scientists and researchers would not accept that this is so, although this is changing slowly.


The computational abstractions that we specify to serve the roles of our theoretical mental constructs must address the following criteria. First, our abstractions must be computationally sufficient. That is, they “must be part of a system with sufficient computational power to compute classes of functions possessing the basic characteristics of cognitive functions.” (Smolensky, 1995, p. 176.)  These characteristics include unbounded competence or productivity, recursion, systematicity, Turing Universality, and statistical sensitivity among others. Second, they must be empirically adequate. They must be able to account for the empirical facts of human cognition accepted by cognitive psychology and linguistics. Third, they must be physically realizable. When considering the mind/brain, they must be neurally realizable. In the higher cognitive domains, such as language use and reasoning, cognition seems to be a matter of processing structures. “On the other hand, in perceptual domains, and in the details and variance of human performance, cognition seems very much a matter of statistical processing; and the underlying neural mechanisms seem thoroughly engaged in numerical processing.” (Smolensky, 1995, p. 177.) Thus, our criteria demand that our computational abstractions provide symbolic structure processing, and that they provide statistical and numerical processing. Our different types of computation will address these criteria in different manners and to different degrees.


Symbolic computation is based on the von Neumann architecture. Von Neumann architecture is composed of components (CPU/ALU, control unit, and memory); utilizes a stored program concept; uses sequential operations, and memory is addressed independently of its contents. The vast majority of those who believe that symbolic computation is the correct, and only, type of computation are committed to the following three principles. (1) Cognitivism – the mind is a computer; that is, it is a Universal Turing Machine. (2) Computationalism – all intelligent systems are computational systems in that they implement computational functions. (3) Representationalism – without a medium of internal representation intelligent systems couldn’t do what they do. An implicit assumption of the commitment to computationalism is that the program or functional level, not the implementational level, is the correct level of description. Alan Newell, Herbert Simon, Jerry Fodor and Zenon Pylyshyn are all committed to symbolic computation. 


Symbolic computation’s computational abstracts are symbols and rules. The classical computational theory of mind says that mental representations are symbolic structures, and that mental processes consist in the manipulation of these representations according to algorithms based on symbolic rules. Symbols and rules meet the structural side of the criteria of computational sufficiency and empirical adequacy. The fact that physical computers exist shows that they are physically realizable, although not specifically neurally realizable. Symbols and rules essentially ignore the statistical side of computational sufficiency and empirical adequacy though. 

Classical symbolic processing is considered to be both productive and systematic. Language is considered to have these features and, according to Fodor and Pylyshyn, classical psychological theories say that cognition does too (Fodor and Pylyshyn, 1988, p. 328-9). Productivity refers to the capacity to always generate a new sentence or new thought beyond those that have already been generated. Systematicity refers to the fact that any cognitive system that can think certain sentences will also be able to think a variety of related sentences. 

Fodor and Pylyshyn argue that “systematicity doesn’t follow from – and hence is not explained by – connectionist architecture” and that it is not enough to stipulate that all minds are systematic. (Fodor and Pylyshyn, 1988, p. 334) The connectionist must be able to “explain how nature contrives to produce only systematic minds.” (Fodor and Pylyshyn, 1988, p. 334) They claim that classical architecture is the only known mechanism able to produce pervasive systematicity. But this is no longer the only known mechanism as we will see under connectionism.


Classical symbolic processing is very good for many types of algorithms. It is also totally unsuited for other types of algorithms, such as constraint-satisfaction procedures. Symbol processing is also considered fragile. Fragility refers to the fact that a symbolic processing system is unable to cope with ambiguous or unanticipated inputs. They are only capable of handling data within the range of the specific algorithms that they are programmed with. They either fail entirely or produce garbage as output when presented with a novel situation. Classical symbolic processing also does not degrade gracefully. Graceful degradation is the ability to produce useful output in the face of damage or information overload. The mind is certainly not fragile and it exhibits graceful degradation. It also appears to process algorithms of both the types that symbolic processing excels at and the types at which symbolic processing fail dramatically. 


Thus, classical symbol processing is not a good explanation of the mind because it essentially ignores the statistical side of computational sufficiency and empirical adequacy. It has given us no insight into whether it is neurally realizable. Symbolic computation can’t be the whole explanation either because it is unable to adequately process certain types of algorithms at which the mind seems to excel. It is also fragile and does not exhibit graceful degradation, unlike the mind.


Connectionist computation is supposedly based on how the brain works. Its fundamental processing unit is an abstract neuron. This type of computation is defined as the spread of activation across interconnected networks of abstract processing units. There are basically two types of connectionist systems, local and parallel distributed processing or PDP. “’Local connectionist models’ are connectionist networks in which each unit corresponds to a symbol or symbol structure (perhaps an entire proposition).” (Smolensky, 1995, p. 177.) This type of connectionist network is more explicitly representational than PDP. 


The computational abstracts of local connectionist models are the individual unit’s activity and the individual unit’s connections. They offer the same kind of computational sufficiency as symbolic computation, with some limitations. The driving force behind this framework has been neural realizability. Neurons are slow and most human processes that have been studied, such as perception or speech processing, take about one second. Thus, we get Feldman’s “100-step-program” constraint (Rumelhart, 1989, p. 207.). This is the maximum number of steps that an algorithm can follow unless it is massively parallel. Smolensky claims that “the plausibility of these networks as simplified neural models depends on the hypothesis that symbols and rules are more or less localized to individual neurons and synapses.” (Smolensky, 1995, p. 177.) 


PDP’s computational abstractions are the patterns of numerical activity over groups of units and patterns of weights over groups of connections. PDP strives to eliminate explicitly symbolic elements and thus, provides almost no structural processing. The strengths and weaknesses of PDP’s computational abstracts are the opposite of symbolic computation. Computational sufficiency and empirical adequacy are great with respect to statistical processing, but are very weak with regard to structural processing. PDP systems are considered to be weak with respect to the characteristics of computational sufficiency. They have been considered to not display productivity, systematicity or structure sensitivity. And they certainly are not Universal Turing Machines, as they can not implement all functions. And although the degree to which PDP systems are realizable in neurons is still up in the air, they have provided a fruitful link between computational cognitive modeling and neuroscience. 

Connectionist architectures excel at several tasks that symbolic computation does not handle well. These are such tasks as constraint-satisfaction procedures, best-match search, pattern recognition, content-addressable memory, similarity-based generalization and adaptive learning. “One of the most difficult problems in cognitive science is to build systems that can allow a large number of knowledge sources to interact usefully in the solution of a problem… Connectionist models, conceived as constraint-satisfaction networks, are ideally suited for blending multiple knowledge sources. Each knowledge type is simply another constraint.” (Rumelhart, 1989, p. 220.) Connectionist computation is not fragile and does degrade gracefully. In this regard it mimics the human responses. 

As I said above, Fodor and Pylyshyn claim that classical architecture is the only known mechanism able to produce pervasive systematicity. See William Bechtel, “The Case for Connectionism,” for an explicit refutation of Fodor and Pylyshyn. (Bechtel, 1999.)


Although the question of productivity and systematicity has been solved, connectionist frameworks have other problems. First, there is an architecture problem. Unless we keep them very small and simple, at most one layer of hidden units, we run into severe implementation problems. Secondly, we have a scaling problem. It seems that difficult problems require many learning trials. This can be somewhat alleviated by improving the learning process, viewing evolution and learning as continuous with one another, or through modularity. The last major problem is one of generalization. Some connectionist networks don’t seem to generalize correctly, although usually this is a feature of connectionist computation. But, when simple, robust networks are purposely chosen, these are the ones that do the best generalizing. 


Thus, connectionist computation is not a good explanation of the mind because local connectionist models’ computational abstracts function very much like traditional symbolic computations’, although with more limitations. PDP systems’ computational abstracts are the opposite of local connectionist models and symbolic computation. They pretty much ignore structural processing. PDP also seems to be unable to satisfy many of the characteristics of computational sufficiency, although not as few as detractors would like us to believe.


What is the answer to this dilemma? Which framework should we choose as best explaining the mind? In an alternative, more integrative, approach called Integrated Connectionist/Symbolic Cognitive Architecture, a symbolic and a PDP-style connectionist component are two descriptions of a single computational system. Smolensky, Legendre and Miyata first presented this framework in 1994. (Smolensky, 1995, p. 178.) These higher- and lower-level descriptions are symbolic and connectionist, respectively. “This is achieved by structuring PDP networks so that the computational abstractions which they provide – activation and connection patterns – are simultaneously describable as the computational abstractions of symbolic computation – symbol structures and rules.” Smolensky, 1995, p. 178.) This is accomplished by applying tensor calculus. “Such ‘tensor product representations’ enable distributed patterns of activity to realize much of symbolic representation, including recursion.” (Smolensky, 1995, p. 178.) 


At the lowest level, a tensor network is a set of units and connections and processing is the simple spread of activation. It can then be given a higher-level description using tensor calculus. These elements can be described as symbols and rules and the computed function f can be given a formal symbolic specification. 


In this framework connectionist computation is not used merely to implement classical symbolic computation. Parallel soft constraints, often in conflict, give ICS a new grammar, which turns out to be universal. This enhancement of the explanatory adequacy of linguistic theory is evidence for ICS’ empirical adequacy. Formal results argue for the computational adequacy of the ICS framework. “ICS unifies the computational abstractions of symbolic and PDP computation in order to confront effectively both the structural and the numerical/statistical sides of the central paradox of cognition.” (Smolensky, 1995, p. 179.) 


The ICS framework combines the best of classical symbolic and connectionist processing and does away with the worst. It is definitely computational. It has distributed patterns of activation, yet represents formally symbols and rules. ICS is not fragile and degrades gracefully. It seems to be as neurally realizable as any other contending framework. Since ICS unifies the computational abstracts of its contenders it is able to effectively deal with all the criteria for meeting the needs of our cognitive theory.


As I stated in my presuppositions, I agree that the mind is a computer, although I do not consider that to be an interesting claim. It just is based on the description(s) we give it. Considering that we are able to attach different levels of description to the mind/brain, which give rise to various research agendas and theories, I feel that the framework in which we choose to exert our most research efforts should mirror this fact about the mind/brain. The ICS framework gives us this ability. I am sure that it is not the last word in theoretical frameworks for studying the brain, but it brings us closer to how the mind/brain may actually be usefully described. That is closer to how it really works, not just a description.


I have shown that classical symbolic computation and its newer rival, connectionist computation, are not the best explanations for the how the mind/brain works. While they have their strengths, they each have many weaknesses. These can be overcome using an integrated approach called ICS put forth by Paul Smolensky and others. ICS is the best framework we currently have for explaining how the mind/brain works.
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